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Preface
The increasing amount of electronically available text facilitates the
application of language data in psycholinguistic research. Moreover, modern computer systems allow for the efficient processing
of larger and larger data sets with elaborated algorithms which go
beyond the mere counting of words. We can observe a development
in two dimensions: Firstly, more and more studies are using statistical language data and secondly, increasingly complex variables
are introduced into the field. These variables can often not be easily
collected for larger data sets without expert knowledge in corpus
or computational linguistics. In principle, researchers should be
able to resort to special databases which provide statistical and
linguistic norms to a great extent. In practice, this is often not
case: Since language resources are mostly not maintained by the
researchers who create and run the psycholinguistic experiments
themselves, they often do not fulfil their requirements in every last
detail. This leaves two undesirable options. Either, the (possibly
costly) compilation of one’s own database or the adaption of the
experimental design or even the theory behind it to the available
data.
The workshop Lexical Resources in Psycholinguistic Research aimed
at bringing together creators and users of both general purpose
and specialized lexical resources which are used in psychology,
psycholinguistics, neurolinguistics and cognitive research to report
experiences and results, review problems and discuss perspectives
of any linguistic data used in the field. It took place at the 28th of
March 2011 as a satellite event of the conference Quantitative Investigations in Theoretical Linguistics (QUITL-4) at Humboldt University
Berlin. We are very thankful to the organizers of QUITL-4, namely
Prof. Anke Lüdeling and Amir Zeldes, for having us there. The
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workshop has been funded by the Deutsche Forschungsgesellschaft
(DFG KL 955/12-1).
We also want to express our gratitude to the members of the
review board, Olaf Dimigen, Bryan Jurish, Emmanuel Keuleers,
Wolfgang Klein, Astrid Schröder and Christiane Wotschack who
helped us to select innovative and interesting contributions to the
workshop and to this volume.
It is our hope that Lexical Resources in Psycholinguistic Research is
a step forward to provide a more desirable alternative to the two
options outlined above: high quality lexical resources which are
directly influenced by the field of experimental psycholinguistic
research itself.

Berlin, March 2012
Kay-Michael Würzner
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Resource requirements for
neo-generative modeling in
(psycho)linguistics
R. Harald Baayen∗
Current linguistic theories have in common the foundational assumption that symbolic representations, and combinatorial operations defined over these representations, are at the heart of the
language engine. Connectionist theories have been proposed in
which co-occurrence learning takes place in systems in which symbolic rules and representations are replaced by subsymbolic feature
vectors in artificial neural networks. The connectionist approach,
however, has not had much impact in linguistics, and in psychology,
Bayesian models, again defined over symbolic representations, have
become popular, replacing subsymbolic connectionist modeling.
In my presentation, I will introduce a simple computational
model, the Naive Discriminative Reader, which is based on wellestablished principles of human learning as formalized in the
Rescorla-Wagner equations. In this model, orthographic representations (letter unigrams and bigrams) are simply associated with
word meanings through weighted links. The model, described in
detail in Baayen, Milin, Filipovic Durdevic, Hendrix, and Marelli
(in press), captures a wide range of phenomena in visual comprehension as gauged by the lexical decision task, including word
frequency effects, constituent frequency effects, family size effects,
paradigmatic entropy effects, and phrasal n-gram frequency effects. Crucially, the model is trained not on isolated words but on
∗ University

of Alberta
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words in small n-grams. Even though the model has no representations for morphemes, word forms, or n-gram forms, it nevertheless
captures a great many factors that in current theories of lexical
processing have been interpreted as diagnostics of lexical form representations. The model shares with connectionist approaches that
error-driven co-occurrence learning is essential to understanding
language, but it provides a simpler architecture that obviates the
need for subsymbolic representations, hidden layers, and complex
and biologically implausible algorithms such as backpropagation.
Two aspects of this model are relevant to the topic of this QITL4
workshop on lexical resources. First, considerable progress has
been made in recent years in finding corpora capturing the linguistic register that optimizes the variance explained by the word
frequency effect in chronometric tasks such as lexical decision (cf.
Keuleers, Brysbaert, & New, 2011). In psychology, with the exception of the now unfashionable connectionist models, the word
frequency effect is explained in terms of a property of a lexical
entry, such as its supposed resting activation level (in interactive activation models) or its verification threshold (in weaver++).
However, word frequency is only one of a tangled mess of highly
collinear predictors, including syntactic co-occurrence frequencies.
An estimate of frequency as pure repetition explains only 4 % of
the variance in lexical decision. Interestingly, pure repetition has
no explanatory value at all according to the Naive Discriminative
Reader. In this model, the frequency effect is an epiphenomenon of
many co-occurrence frequencies. If this model is on the right track,
current resources documenting simple isolated word frequencies
are going to be insufficient for future research. This is, of course,
also clear from the new wave of experimental studies documenting
phrasal frequency effects.
Second, with the advent of statistical models that make it possible to model wiggly interaction surfaces, the analyst is confronted
with complex fitted surfaces that resist explanation by current
verbal models of lexical processing. The top panels of Figure 1.1
present an example of empirical regression surfaces for lexical de6
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Figure 1.1: Regression surfaces for lexical decision in English: empirical (top panels)
and fitted by the naive discriminative reader (lower panels).

cision in English. The lower panels show the surfaces fitted by the
naive discriminative reader. The fits are not perfect, but some of
the patterns in the empirical data return in the predicted surfaces.
As more sophisticated statistical methods are applied, the true
complexity of even simple resources such as data banks of lexical
decision latencies will become more visible. Such complex patterns
will require ‘neo-generative models’, computational models that
‘generate’ predictions from realistic input using processing principles reflecting the forces operative in the complex dynamic system
7
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that is language. In order to build such generative models, we
will need extremely rich lexical resources providing information
about the contextually appropriate lexical meanings, information
status, the fine phonetic detail of the speech signal, gestures, facial
expressions, and emotion. If the Naive Discriminative Reader is
on the right track in emphasizing the importance of discriminative learning of rich arrays of co-occurring information, current
resources are only a first step in the direction of the much more
comprehensive resources that we will need to understand language
and language processing.
Contact: R. Harald Baayen <baayen@ualberta.ca>
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Towards exploring the specific
influences of wordform frequency,
lemma frequency and OLD20 on
visual word recognition and reading
aloud
Lara Kresse, Stefan Kirschner, Stefanie Dipper, Eva Belke∗
It is well established that the speed and accuracy of visual word
recognition and reading aloud are influenced by a multitude of
variables, including the frequency of the word, its orthographic
and phonological neighbourhood, the consistency between its written and spoken wordforms, etc. Among these variables, word
frequency and the structure of the wider orthographic neighbourhood in terms of a word’s N or OLD20 (the average Levenshtein
distance of a word’s 20 nearest Levenshtein neighbours) appear
to be the variables that have been studied most intensively (see
Yarkoni, Balota, & Yap, 2008; for review, see Balota, Yap, & Cortese,
2006; Rastle, 2007). To our knowledge, most studies of visual word
processing concerning the role of word frequency rely on wordform
frequencies as a measure of word frequency (note, however, that
this is hardly ever stated explicitly). While this may appear reasonable given that the object of study is the recognition of individual
wordforms, using wordform frequencies may prematurely exclude
important information about the relatedness of wordforms through
their shared lemma (cf. Ford, Marslen-Wilson, & Davis, 2003; see
Crepaldi, Rastle, Coltheart, & Nickels, 2010, for a proposal on how
∗ Ruhr-Universität
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such relations between wordforms with shared lemmas could be
conceived of in current models of visual word recognition):
• Firstly, lemmas may differ with respect to the number of
wordforms they are associated with (henceforth referred to
as wordform class).
• Secondly, individual members of the same wordform class
may be more or less frequent instances of their shared lemma.
Figure 2.1 plots, for a set of wordforms pertaining to 500
frequent lemmas, the wordform frequencies (in light grey)
and the frequencies of their associated lemmas above them
(in dark grey) (see below for a more detailed description
of the German newspaper corpus the wordforms had been
extracted from). Overall the wordform frequencies associated
with all lemmas are quite low, suggesting that many different
wordforms contribute to the overall lemma frequency.
• Thirdly, apart from some exceptions, wordforms with shared
lemmas are usually orthographically and morphologically
similar. A straightforward prediction would be that, on average, wordforms that belong to a large wordform class should
be associated with lower OLD20 scores than wordforms from
smaller wordform classes.
In the present research, we intended to explore the specific
influences of wordform frequency, lemma frequency, and OLD20
on visual word processing. We worked with a corpus consisting of
7 volumes of the Neue Züricher Zeitung (1993–1999; 175 million
tokens). The corpus has been annotated with part-of-speech tags
and lemmatized by the RFTagger (Schmid & Laws, 2008). We
extracted all common nouns (wordforms) from the corpus. Given
that word length is an important variable in visual word processing,
we restricted the length of the wordforms to 6 to 10 characters. We
selected relatively long wordforms in order to exclude extremelyfrequent outliers, which are usually very short. Next, we selected
a random subset of 10,000 entries and assembled eight groups of
10
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Figure 2.1: Frequencies per million of 6- to 10-letter-long wordforms (in light grey)
and their associated lemmas (in dark grey). Only the data pertaining to
the 500 most frequent lemmas is shown. The data is sorted by lemma
frequencies, and the frequencies of a lemma and its wordforms are
vertically aligned.

wordforms by factorially varying the selection specifications with
respect to three criteria:
(i) high or low lemma frequencies
(ii) high or low wordform frequencies
(iii) high or low OLD20-scores
To this end, we first determined the lemmas pertaining to each
of the 10,000 wordforms, established the quartile sections of the
lemma frequencies, and selected the wordforms in the first and
last quartile sections. Within each of these quartile sections, we
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then selected the first and last quartile sections with respect to
the wordform frequency of the entries. The resulting four sets of
wordforms were then all split in quartiles with respect to their
OLD20 scores, which had been computed initially with reference
to the full set of 10,000 wordforms. On average, this yielded 161
entries per group.
Our first goal was to study the makeup of the eight sets with
respect to their lexical and morphological properties. The results
are summarized in Table 2.1, which also provides examples of
wordforms from each set. As expected based on previous findings (see Yarkoni et al., 2008), wordforms with low OLD20 scores
tended to be shorter than wordforms with high OLD20 scores [criterion (iii); low: average length of 6.8–7.4 characters (see columns
2, 4, 6, 8 in Table 2.1); high: 9.0–9.5 characters (columns 1, 3, 5, 7
in Table 2.1)]. Furthermore, wordforms with low OLD20 scores
were often inflected for case and/or number, suggesting that, as
predicted, they were members of a larger wordform class. Comparing sets with high vs. low wordform frequencies (criterion (ii)),
we found a clear difference with regard to morphological properties: Sets with low wordform frequencies contained a considerable
amount of deverbal and deadjectival nominalizations [low: 23 %–
70 % (columns 3, 4, 7, 8 in Table 2.1); high: 0 %–8 % (columns 1, 2,
5, 6 in Table 2.1)]; examples of such nominalizations are Relevantes
(‘relevant points’) or Besprühen (‘spraying’). Compounds occurred
rarely in general, most likely due to the restriction of the overall
length of the wordforms to ten letters. With regard to criterion (i) —
lemma frequencies — no clear distinctions between both extremes
stood out in the analysis of the dimensions listed in Table 2.1 (low:
columns 5–8; high: columns 1–4), possibly because the restriction
to 6–10 letter wordforms constrained the lemma frequencies to a
too narrow range.
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LF
WFF
OLD20
# Entries
# Characters
OLD20
NVinf/NAdj
Compound
Other
Examples

2 HHL
3 HLH
4 HLL
> 4.33
> 9.44
< 0.70
> 3.25
< 2.30
> 3.25
< 2.30
115
190
193
139
9.0 ± 1.0
6.9 ± 1.2
9.2 ± 0.8
7.4 ± 1.2
3.7 ± 0.3
1.9 ± 0.2
3.8 ± 0.4
1.9 ± 0.2
.00
.03
.23
.55
.09
.00
.03
.00
.91
.97
.74
.45
NachGeschäfEinzelPaletten;
mittag;
te;
heit;
Schattens
PolizisProjekten
Teppichs
ten

1 HHH

Set
6 LHL
7 LLH
8 LLL
< 1.28
> 0.05
< 0.01
> 3.25
< 2.30
> 3.25
< 2.30
114
215
228
92
9.2 ± 0.8
6.8 ± 0.9
9.5 ± 0.7
7.3 ± 1.0
3.6 ± 0.3
1.9 ± 0.2
3.7 ± 0.4
2.0 ± 0.2
.04
.08
.70
.61
.08
.00
.00
.00
.88
.92
.30
.39
TapezieKäuzBilliarde;
Schöprer;
chen;
Frotzelei
fens;
AbNoppen
Stoppel
sprünge

5 LHH

Table 2.1: Overview of the properties of the eight wordform sets. Set labels indicate the lemma frequency class in the first letter
(H = high, L = low), the wordform frequency class in the second letter, and the OLD20 class in the last letter. The first
three rows present the lower end of the forth quartile section and the upper end of the first quartile section for each of
these dimensions. Frequency counts for lemma frequencies (LF) and wordform frequencies (WFF) are given as number
of occurrences per 1 million. The next three lines provide the number of entries per set, the average word length per set
(with SD) and the average OLD20 scores of each set (with SD). The next three rows present the proportions of deverbal and
deadjectival nominalizations (NVinf/NAdj), of compounds and of all other nouns. In the last row, we provide examples of
the items included in the individual sets.
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Next, we prepared two experiments to have a group of participants perform lexical decision and word naming tasks on subsets of
wordforms from the eight sets. The subsets were matched as closely
as possible for number of morphemes, rated familiarity and rated
concreteness (see Table 2.2 for details). However, OLD20 turned
out to be unavoidably confounded with word length, preventing
us from matching all eight sets for word length (see Table 2.2). In
total, 176 wordforms were tested. For the lexical decision task, we
created pseudoword partners to all wordforms, using the German
version of the Wuggy pseudoword generator (Keuleers & Brysbaert, 2010). This software generates pseudowords that match real
words in terms of their phonotactic properties (number of syllables, subsyllabic structure, phoneme transition frequencies), their
number of characters, and their OLD20 scores. Given that the experimental stimuli consisted of nouns only and that the first letters
of nouns are capitalized in German orthography, we employed
a case-sensitive version of Wuggy, which ensured that the initial
syllables of the pseudowords were selected from a pool of first
syllables of capitalized words (nouns) as well. Examples of the
resulting pseudowords are Bisivisten and Hästeln (as counterparts
of the real wordforms Polizisten (Set HHH) and Misteln (Set LLL),
respectively).
In each task, the stimulus sets were tested in a blocked fashion.
Each participant was tested on a different order of sets but worked
through the same order of sets in both tasks. The order of stimuli
within sets was fully randomized within and across participants.
In both experiments, participants saw a fixation cross for 500 ms,
followed by a blank screen for 50 ms and the target word, which
was shown until the participants’ response was registered or until
1200 ms had elapsed. 760 ms later, the next trial was initiated.
The order of completing the lexical decision and word naming
tasks was counterbalanced across participants with half of the
participants completing the word naming task first and the other
half completing the lexical decision task first. 26 undergraduate
students participated in the experiment.

14

N

25
25
25
25
25
20
14
17

Set

1 HHH
2 HHL
3 HLH
4 HLL
5 LHH
6 LHL
7 LLH
8 LLL

42.64
99.62
18.34
17.01
0.09
0.01
0.02
0.01

Avg. LF

20.87
21.30
0.33
0.35
0.09
0.09
< 0.01
< 0.01

Avg.
WFF

3.56
2.01
3.64
2.01
3.59
2.01
3.73
1.99

Avg.
OLD20

9.12
7.24
9.04
7.28
9.00
7.25
9.14
7.12

Avg. #
Characters
2.24
2.24
2.32
2.12
2.28
1.90
2.21
2.41

Avg. #
Morphemes

Median
familiarity
ratings
1.00
1.00
2.00
2.00
2.00
2.00
2.50
3.00

Median
concreteness
ratings
2.00
2.00
2.00
2.00
2.50
1.50
2.75
2.00

Table 2.2: Overview of the properties of the stimulus sets used in the lexical decision and word naming tasks. Frequency counts are
given as number of occurrences per 1 million. The subsets were matched as closely as possible for number of morphemes,
rated familiarity, rated concreteness, and, less successfully, word length.
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The data analyses were restricted to the critical stimuli featuring
in both tasks, excluding “no” responses in the lexical decision task.
An initial inspection of the error rates in the lexical decision task
showed that three wordforms were misclassified as non-words
by at least 50 % of the participants: Einnistens (Ein-nisten-s, insettle-Gen.Sg, ‘of settling in’; Set LLH), Havaristen (Havarist-en,
disabled_vessel-Gen.Sg;Dat.Sg;Pl, ‘disabled vessel(s)’; Set LHH),
Amnestien (Amnestie-n, amnesty-Nom.Pl;Acc.Pl, ‘amnesties’; Set
HLH). After exclusion of the data pertaining to these three items
from both tasks, participants’ individual error rates in the lexical
decision task ranged from 1.2 % to 20.2 % (M = 6.8 %, SD = 3.9 %).
In the word naming task, individual error rates ranged from 0.6 %
to 16.7 % (M = 4.0 %, SD = 3.7 %) with an additional 0.3 % voicekey
errors across all participants. Error rates were submitted to analyses
of variance by participants (F1 ) and by items (F2 ) with lemma
frequency (LF), wordform frequency (WFF) and OLD20 as withinparticipants and between-items variables. Prior to parallel analyses
of response times, all valid response times exceeding 3.5 standard
deviations of a participants’ mean in the lexical decision task were
excluded (1.5 % of all valid data), leaving 4138 and 4272 data
points for further analyses in the lexical decision task and the word
naming task, respectively.
As shown in Figures 2.2 and 2.3, error rates and response times
in both tasks were affected by wordform frequency and lemma
frequency, with more accurate and faster response times for words
with high lemma and/or wordform frequencies than for words
with low lemma and/or wordform frequencies. In the lexical decision task, words with low OLD20 scores yielded higher error rates
but shorter response times than words with high OLD20 scores. In
the word naming task, words with low OLD20 scores were named
faster and more accurately than words with high OLD20 scores.
Analyses of variance (ANOVAs) by participants and by items of
participants’ error rates and response times yielded significant effects of lemma frequency and wordform frequency in both tasks
(see Tables 2.3 and 2.4). In the analyses of lexical decision times, the
16
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Figure 2.2: Error rates (a, in %) and response times (b, in ms) in the lexical decision
task, broken down by lemma frequency (LF), wordform frequency (WFF)
and OLD20. Error bars represent one standard error.

interaction of wordform and lemma frequency approached significance with stronger effects of lemma frequency on low-frequency
than on high-frequency wordforms (see Figure 2.2b). In lexical decision, OLD20 had overall weaker effects than lemma or wordform
frequency (see Table 2.3). However, it significantly impacted on the
word naming times (see Table 2.4). As outlined above, participants
were faster to name words with a low OLD20 score than words
with a high OLD20 score. The finding that OLD20 affected word
naming times but not lexical decision times suggests that its effect
17
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Figure 2.3: Error rates (a, in %) and response times (b, in ms) in the word naming
task, broken down by lemma frequency (LF), wordform frequency (WFF)
and OLD20. Error bars represent one standard error.

can be localized at the phonological encoding stage of the word
naming task where words with a low OLD20 score will be easier
to encode than words with a high OLD20 score.
Given that we failed to fully match the eight sets on the control
variables listed above (length, number of morphemes, median rated
familiarity scores and median rated concreteness scores, Baayen,
2010), we entered these control variables and the three target
variables (OLD20, log-transformed lemma frequencies and logtransformed wordform frequencies of all wordforms) into forward
18
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Table 2.3: Results of analyses of variance by participants (F1 ) and by items (F2 ) of
the error rates and response times in the lexical decision task.
(∗∗∗ p < .001, ∗∗ p < .01, ∗ p < .05, (∗) p < .1).

LF
WFF
OLD20

LF
WFF
OLD20
LF × WFF

Error rates (%)
F1 (1,25)
F2 (1,165)
17.43 ∗∗∗
15.41 ∗∗∗
∗∗
12.36
17.81 ∗∗
∗
4.87
3.15 (∗)
Response Times (ms)
F1 (1,25)
F2 (1,165)
104.86 ∗∗∗ 140.07 ∗∗∗
52.04 ∗∗
78.26 ∗∗
(∗)
2.99
2.53 n.s.
∗
6.56
3.76 (∗)

Table 2.4: Results of analyses of variance by participants (F1 ) and by items (F2 ) of
the error rates and response times in the word naming task.
(∗∗∗ p < .001, ∗∗ p < .01, ∗ p < .05, (∗) p < .1).

LF
WFF
OLD20

LF
WFF
OLD20

Error rates (%)
F1 (1,25) F2 (1,165)
22.10 ∗∗
7.52 ∗∗
∗∗∗
8.62
4.72 ∗
∗∗
7.67
2.41 n.s.
Response Times (ms)
F1 (1,25) F2 (1,165)
87.08 ∗∗∗ 55.56 ∗∗∗
48.08 ∗∗∗ 33.75 ∗∗∗
85.02 ∗∗∗ 44.96 ∗∗∗

regression analyses of all valid response times (with pin = .05). In
the analyses of lexical decision times, rated familiarity was included
first, followed by log lemma frequency, wordform length, and log
wordform frequency (see Table 2.5). The final model accounted for
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9.0 % of the variance. In parallel analyses of the word naming times,
wordform length was entered first, followed by rated familiarity,
log wordform frequency, OLD20, and log lemma frequency (see
Table 2.5), eventually accounting for 8.4 % of the variance. Overall,
the results from the regression analyses correspond to the findings
from the ANOVAs of the response times in each task, which had
yielded significant effects of wordform frequency and lemma frequency on lexical decision and word naming times and of OLD20
on word naming times. The regression analyses indicate that, as
expected, there were confounds of OLD20 and word length and of
log lemma frequency and rated familiarity.
Table 2.5: Results of the forward regression analyses of all valid response times in
the lexical decision and the word naming tasks. The predictor variables
are listed in the order they were entered in the regression analyses along
with the increase in R2 they accounted for.
(∗∗∗ p < .001, ∗∗ p < .01, ∗ p < .05, (∗) p < .1).

B

Median Familiarity

logLF
Length (# chars)
logWFF
Length (# chars)

27.502
−3.249
7.301
−1.543

8.397
Median Familiarity
12.52
logWFF
−1.154
OLD20
9.879
logLF
−1.063

SE

β

t

Lexical Decision
2.711
.177
10.146 ∗∗∗
0.816 −.110 −3.982 ∗∗∗
1.477
.074
4.945 ∗∗∗
0.719 −.059 −2.145 ∗
Word Naming
1.304
.134
6.438 ∗∗∗
1.7
.128
7.363 ∗∗∗
0.434
−.07 −2.659 ∗∗
2.078
.099
4.754 ∗∗∗
0.499 −.056
−2.13 ∗

R2
change
.066
.017
.005
.001
.032
.036
.010
.005
.001

In summary, our results demonstrate that lemma frequency has
an effect over and above wordform frequency. From a methodical point of view, this suggests that when compiling material for
studies on visual word processing, both lemma frequencies and
wordform frequencies must be considered. With respect to cur20
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rent accounts of visual word recognition and reading aloud, our
data suggest that there are independent levels of representation
of lemma and wordform representations, as has been proposed,
for instance, by Crepaldi et al. (2010). While Crepaldi et al. (2010)
postulate interactive connections between lemmas and their various
wordforms, the data reported in the present study indicate that the
interaction of these processing levels is rather weak – the interaction of wordform frequency and lemma frequency was marginally
significant in the analysis of lexical decision times but did not
reach significance in the analyses of word naming times. In future
work, we seek to establish more carefully controlled item sets in
order to assess whether lemma frequency and wordform frequency
effects interact or not. If they do not, as is suggested by the present
findings, this will have important implications for current accounts
of visual word processing, such as the one proposed by Crepaldi
and colleagues.
Contact:

Eva Belke
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An evaluation of the Google Books
ngrams for psycholinguistic
research
Emmanuel Keuleers∗ , Marc Brysbaert∗ , Boris New‡
Google recently released ngram frequencies based on Google Books,
a massive collection of digitized book volumes published between
1550 and 2008 (Michel et al., 2011). As an indication of the size:
the Google Books corpus is claimed to cover about 4 % of all books
ever published, and for English, the corpus represents about 361
billion word tokens.
The Google books database is a potential goldmine for psycholinguistic research, but care should be taken not to overestimate its
value, based only on size or reputation of the publishers.
We present a critical analysis of the Google Books 1-grams (word
frequencies, page counts and document counts for billions of
words) for English and French, evaluating their use for psycholinguistic research. Firstly, we examine how the Google Books 1-grams
over the years predict lexical decision reaction times and accuracies (measured by R Squared) from various larger and smaller
lexical decision and naming megastudies, such as the English Lexicon project (Balota et al., 2007) and the French lexicon project
(Ferrand et al., 2010). This analysis reveals several anomalies, such
as a sudden drop in R Squared in the middle of the 20th century
(Figure 3.1), and the rather strange finding that word frequencies
from the year 1800 are better predictors of naming latencies than
∗ Ghent
‡ CNRS

University
and University Paris Descartes
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word frequencies from 2008 (Figure 3.2). Then, we compare the R
Squared values obtained with the Google Book frequencies to those
of the SUBTLEX film subtitle frequencies for English (Brysbaert &
New, 2009) and French (New, Brysbaert, Veronis, & Pallier, 2007),
which have been proven excellent predictors of behavioral task
measures. The analyses show that the R Squared values obtained
with Google Book frequencies rarely match the R Squared value
obtained with these smaller databases. Finally, we establish the
’age’ of different current and less current word frequency measures
used in psycholinguistics by observing in which years they reach
peak correlations with the Google Books frequencies.
Corpus: american_english , Experiment: English Lexicon Project
page.count
volume.count
word.frequency

●
●
●

R Squared ( rt )

30000
0.4
20000

0.3
0.2

10000

Experimental Words

0.5

0.1
0
1600

1700

1800

1900

2000

Year

Figure 3.1: Percentages of variance explained by the Google American English
ngrams in the RT data of the English Lexicon Project as a function of
the years in which the books were published. The three lines indicate
different values reported by Google: the number of occurrences of the
word, the number of pages on which the word occurs, and the number
of books in which the word appears. The light grey bars indicate the
number of words from the English Lexicon Project found in the Google
books over the various years (ordinate to the right). The red horizontal
line indicates the percentage of variance explained by SUBTLEX-US
word frequency; the blue horizontal line indicates the percentage of
variance explained by the number of SUBTLEX-US films in which the
word appears. RT data based on words with accuracy > .66.
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Corpus: american_english , Experiment: Seidenberg and Waters
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Figure 3.2: Percentages of variance explained by the Google American English
ngrams in the naming latencies of the Seidenberg & Waters (1989) word
naming study. Horizontal lines: Percentages of variance explained by
SUBTLEX- US.
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Comparing word frequencies from
different German text corpora
Julian Heister, Reinhold Kliegl∗

Introduction
The increased availability and access to digitized texts has lead to
the emergence of diverse new lexical resources. Recent findings
suggest that subtitles capture more variance than other corpora
based on written texts. Brysbaert and New (Brysbaert & New,
2009) attribute this superiority to our frequent exposure to active
as well as passive spoken language in everyday life. We suspect
the main reason is not the proximity to spoken language, but
rather the language’s emotionality. In this article, we compare the
emotionality and validity of a recent German linguistic database
(dlexDB; Heister et al., 2011) with film subtitles, Bild Zeitung, a
popular German tabloid newspaper, and a web corpus. We rate
emotionality with the Berlin Affective Word List (BAWL-R; Võ
et al., 2009) and use four lexical decision datasets (see Brysbaert,
Buchmeier, Conrad, Bölte, & Böhl, 2011) to compare validities. We
discuss differences between the corpora and possible consequences
for future corpus compilations.
∗ University

of Potsdam
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Developments in creating corpora
The influence of a word’s frequency in a lexical decision or naming
task is probably one of the most stable effects in psycholinguistic research. Word frequency determines the base activation of
words in models of single word recognition and eye movements in
reading (e.g., spacial coding model: Davis, 2010; SWIFT: Engbert,
Nuthmann, Richter, & Kliegl, 2005). For all of these models, reliable word frequency measures are compulsory. A fine grained
frequency scale is nonessential for most factorial designs testing
differences between low and high frequency words. But it can refine our understanding of processes in interactions of two numeric
variables (Wieling, Nerbonne, & Baayen, 2011).
For English, there have been multiple advances in optimizing and
adjusting corpora in order to obtain adequate frequency estimates
since the Brown corpus with just over 1 million tokens from English
prose (Kučera & Francis, 1967). The most recent, annotated corpus
for English is the British National Corpus (Aston & Burnard, 1998)
with 100 million tokens mostly from written texts (1980s to 1993).
Brysbaert and New (2009) compare different corpora and conclude
that there are little gains for corpora of sizes beyond 16 million
tokens.
Theoretically, corpus developers consider size, representativity (linguistic variety), and balancedness across time as necessary factors for a good corpus (Gries, 2009). The DWDS corpus
(Geyken, 2007) underlying dlexDB website as well the BNC (Aston
& Burnard, 1998) have been built according to these criteria. Other
corpora such as subtitles, newspapers, HAL, or the web do not
accord with these codes of practice.
Empirically, corpora are mainly tested against reaction times
from lexical decision tasks to validate their frequency counts as
good indicators of lexical difficulty. Although there are several
newer and larger corpora, many studies still use frequencies from
the Brown corpus (Brysbaert & New, 2009). Brysbaert and colleagues have shown superior performance of film subtitles for
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numerous languages (English: Brysbaert & New, 2009; French:
Ferrand et al., 2010). Which corpora reseachers use in the end,
depends on numerous factors besides validity such as accessibility, linugistic and statistical diversity, and surely to a large extent,
experience and habits.
dlexDB, subtitles, and tabloid newspapers
Formerly, the majority of text collections were specific regarding
the compiled documents, ranging from newspapers and books to
chats and even educational texts. The digitalization has leed to
the emergence of large, but unfiltered and broad databases. The
dlexDB project (Heister et al., 2011) aims at combining both trends
by providing online access to a balanced, representative and large
corpus. dlexDB includes (1) frequency statistics based on words,
syllables, and characters, as well as (2) word n-grams (n = 3), (3)
word neighbors, (4) co-occurrences, (5) the possibility to get statistics for non-words, (6) clippings from the original text files, and
(7) rich linguistic information such as part of speech tags, phonology, morphology and syllabification. dlexDB aims at providing a
well-arranged interface to search its database effectively.
Search filters can be applied in dlexDB simultaneously for up
to three adjacent words and a list search enables to get statistics
for a word list uploaded by the user. Frequencies based on characters are available, making it possible to get letter frequencies for
non-words. Word neighbors for every word are already accessible online and co-occurrence frequencies are available by request.
Phonological representations and morphological decompositions
are under construction.
In contrast to linguistically balanced corpora across a range
of registers and years, an example of a new, highly specific resource are film subtitles, representing an economic, cost-free, and
large database. Brysbaert and colleagues have compiled subtitles
for several languages and found that frequencies based on film
subtitles consistently outperform frequencies based on written documents. Recently Brysbaert et al. introduced subtitles for German,
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SUBTLEX-D, and again show their high correlations with reaction
time data (Brysbaert et al., 2011).
Newspapers are also specific, but large databases that researchers
have access to. Newspapers are heavily edited text with potentially specific terminology. A reputable newspaper, readers believe
is unbiased and mostly free of emotional judgments. The two
newspaper in the United States with the highest circulation are
the Wall Street Journal with over two million sold copies per day
and in second place the USA Today, a tabloid newspaper 1 . A look
over the documents in the Brown Corpus reveals that seemingly
tabloid newspapers were deliberately kept out of such corpora designed for linguistic research. The language and themes of tabloid
newspapers is quite different from newspapers like the Wall Street
Journal or The New York Times. Tabloid journalism (sometimes
also Yellow Press) tends to personify themes and aims at inducing
strong emotional responses from the readers (Mittelberg, 1967).
Stories are exaggerated, sensationalized, and often opinionated,
simplifying facts to make them easier to understand. Along with
the high coverage, the language register is simple and the range of
topics is broad, often focussing on personal incidents of celebrities
or personalizing stories. For German, Bild presents a promising
source to fill the gap between film subtitles and corpora compiled
from written documents used so far. First, the Bild newspaper sells
nearly 3 million copies on average per day (http://www.ivw.de/)
whereas the second ranked paper, Süddeutsche Zeitung, a newspaper comparable to the New York Times, already sells less than half
a million.
Rating corpus emotionality
There are attempts to automatic annotation of emotions in texts by
calculating co-occurrences with words that have explicit affective
meaning (e.g., Strapparava & Mihalcea, 2008). For our analyses
we use the Berlin Affective Word List (BAWL-R; Võ et al., 2009)
1 http://abcas3.accessabc.com/ecirc/newstitlesearchus.asp
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to distinguish between words of different emotionality. The list
contains subjective ratings about a word’s emotional content along
two dimensions: valence, ranging from pleasant to unpleasant, and
arousal, ranging from calm to excited. The BAWL-R does not make
a distinction between direct affective words (“joy”) and indirect
affective words that indicate emotional states (“killer”).
Current study
Our interest is twofold: first, classifying corpora for their emotionality, and second, test if their validity is different dependent on
the emotionality of words. We are not interested in the reaction
times per se, but note that emotional words are regarded to be
processed faster than neutral words (Võ, Jacobs, & Conrad, 2006;
Kousta, Vinson, & Vigliocco, 2009). In a first step, we compare the
type-token ratios of dlexDB, subtitles, and Bild. We expect lower
ratios for subtitles and Bild, reflecting a simpler language register.
We compare the validity of the corpora by correlating the respective
frequencies with data from four lexical decision experiments also
used in Brysbaert et al. (2011). In addition to dlexDB, subtitles, and
Bild, we include the four registers in dlexDB (newspaper, fiction,
non-fiction, science) we include a second newspaper corpus and
a German web corpus. We compare the emotionality of dlexDB,
subtitles, and BILD with words from the BAWL-R (Võ et al., 2009)
with the expectation that the vocabulary in spoken language (subtitles) and tabloid newspapers (Bild) is more emotional than in
other texts. More fine grained frequency distributions for emotional words should consequently lead to higher correlations with
reaction times.

Method
Materials
Word stimuli from four lexical decision tasks were kindly provided
by Markus Conrad (see also Brysbaert et al., 2011). For experiments
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1a-c mean reaction times and accuracy levels from 29 undergraduate students were available for 460 words. Experiment 2 involved
means for 451 words from forty undergraduate students. Words
from experiments 1 were presented in three different non-word
conditions. Experiment 1a contained easy discriminable non-words
(i.e., non-words containing low frequency letter combinations making pronunciation difficult), 1b has the same non-words including additional 53 pseudohomophones (non-words sounding like
words), and 1c has difficult pseudowords (easily pronounceable
and with high-frequency letter combinations). A second set of 451
words (experiment 2) stem from another lexical decision task with
slightly less frequent words than in experiment 1 and similar to
experiment 1c, easily pronounceable non-words.

Corpora
We compare five corpora. (1) The DWDS main corpus (Geyken,
2007) underlying dlexDB (102.222.987 token; after filtering
94.477.694; 79.830 documents) including four subsets from different registers (newspaper, non-fiction, science, fiction), analog to
SUBTLEX-DE we compiled (2) a corpus from German film subtitles
(7.032 film subtitles downloaded from http://www.opensubtitles
.org/de; 32.519.032; token after filtering 29.742.283), two current
German newspapers, (3) the Berliner Zeitung (1994–2005; 252 million token) and (4) the Bild newspaper (2006–2010; 97.529.669 token;
after filtering 87.763.114; 548.000 documents), and a (5) German
web corpus (deWaC; (Baroni, Bernardini, Ferraresi, & Zanchetta,
2009); 1.2 billion token). We only included alphabetical characters
and words that passed a spelling check for the type-token analyses. Subtitles containing a high percentage of foreign language
terms were also excluded. Due to the many misspellings in dlexDB,
we see the filtering as a precondition for a valid comparison of
type-token ratios. Frequencies for dlexDB were calculated online
on the dlexDB website (http://dlexdb.de), whereas frequencies
from the registers were calculated off-line.
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We newly compiled film subtitles instead of using the subtitles
of SUBTLEX-DE (Brysbaert et al., 2011) since meanwhile the subtitle data base has been extended significantly, SUBTLEX-DE uses
case-insensitive frequencies, and because we wanted to exclude
foreign language films. Table 4.1 shows the correlations for 896
unique words in the 4 lexical decision experiments with all corpora. Correlations are as low as r = .71 between subtitles and
Berliner Zeitung and the highest correlation is for web and dlexDB
r = .89. The correlation of subtitles and Bild r = .78. Our case
sensitive subtitle frequencies correlate with the SUBTLEX-DE values used in Brysbaert et al. (2011) with r = .92 (case-insensitive
r = .93)2 . The results reported below do not change significantly
for case-insensitive frequencies.

Table 4.1: Correlations for 896 words: dlexDB, subtitles, Bild, Berliner Zeitung, and
web

subtitles
Bild
web
Berliner Zeitung

dlexDB
.74
.76
.89
.81

subtitles

Bild

web

.79
.78
.71

.85
.87

.89

All frequency values are normalized per million and log transformed. Before normalization “1” is added, eliminating frequencies
of “0”. In effect this leads to negative frequencies values after log
transformation for words with frequencies lower than 1 per million.
Lemma frequencies and document frequencies do not explain more
variance than type frequencies and are therefore of no further interest here (see Brysbaert & New, 2009; Adelman, Brown, & Quesada,
2006).
2 This

correlation is elevated to r = .97 (case-insensitive r = .99), if “1” is added
after (not before) normalization.
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Results
We start off by comparing the type-token ratios of dlexDB, subtitles, and Bild. The validity of each corpus is estimated with the
reaction times from all four lexical decision tasks. In the second
part, we estimate the emotionality of dlexDB, subtitles, and Bild for
words with subjective emotional ratings in BAWL-R. For a subset
of these words, namely those also appearing in the four lexical
decision tasks, we repeat the validity analyses split according to
emotionality.
Type-token ratio
Mittelberg (1967) already showed that the average sentence length
in the Bild newspaper is shorter than in a comparable fiction
document. Compared to dlexDB and the subtitles, the mean lengths
of nouns, verbs, adjectives, and adverbs are shorter in the Bild
newspaper (subtitles 6.3; dlexDB 7.9; Bild 7.4 letters). There is
no length difference for articles (subtitles 3.3; dlexDB 3.2; Bild 3.2
letters).
An index for the lexical diversity is the type-token ratio, that is
the ratio of unique words (types) to all words (tokens) in a text.
The ratio is dependent on the text size as seen in Figure 4.1. Nevertheless, Figure 4.1 shows that subtitles differ greatly from dlexDB
and Bild which are similar in their lexical diversity. Nouns have
the highest type-token ratio and verbs the lowest. Consequently
there are many different nouns compared to verbs. The differences
between corpora are negligible for verbs. The Bild newspaper has
fewer different adjectives/adverbs, but more different nouns than
dlexDB. Taking into consideration that we included a spell-check,
Bild has a larger number of different words than dlexDB when
regarding samples above 40 million. The low type-token ratio in
subtitles is also a consequence of 37 % of the types appearing only
once, whereas in dlexDB and the Bild newspaper this value rises
to 50 %3 .
3 The
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Figure 4.1: Type-token ratios for different word categories in dlexDB, subtitles, and
Bild

Validity: Effects of task difficulty
Overall, reaction times in experiment 1a and 1b were as expected
fastest. The error rate in experiment 2 is elevated due to the lower
frequency words and the higher difficulty of non-words. A speedaccuracy trade-off cannot explain this slowing down in experiment
2 since reaction times are as long as in experiment 1c.
We calculated coefficients of determination R2 based on a linear
regression analyses with linear and quadratic components of log
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frequency as predictors and negative reciprocal reaction time in
seconds as dependent variable (see Kliegl, Masson, & Richter, 2010
for an explanation of this transformation). The square root of
the coefficients of determination (R) for each corpora, respectively
subcorpora are shown in Table 4.2. If there is a significant increase
in R2 for the quadratic component (p ≤ .05), the respective R
is marked with †. R can be interpreted analog to a correlation
coefficient r 4 .
The influence of frequencies on reaction times is highest for experiments 1c and 2 (Table 4.2), although statistically not significant.
The quadratic terms only boost the impact within the registers of
dlexDB. The R for three of four registers closely match the entire
corpus (e.g., .51. < R > .54 for experiment 1). Science documents
consistently underperform across all experiments. Berliner Zeitung
and Bild do not differ significantly to dlexDB. Subtitles perform
high as expected, but the difference to Bild is never pronounced.
Interestingly, the performance of web-based frequencies matches
the subtitles’.
The explained variation relating to accuracy levels is lower than
for reaction times. Only in experiment 2 with R = .63 the level
4 Pearson-correlations

coefficients can be
transformation. For independent samples:
t= p

compared

using

z1 − z2
1/(n1 − 3) + 1/(n2 − 3)

with


1 + rn
1 − rn
For dependent samples of size n with x, y, and z :
p
(rxy − rxz) ∗ (n − 3) ∗ (1 + ryz)
t= p
.
2(1 − rxy2 − rxz2 − ryz2 + 2 ∗ rxy ∗ rxz ∗ ryz)

Fischer’s

z-

(4.1)



zn = 0.5 ∗ ln

(4.2)

Using equation 4.1, the difference between r1 = .4 and r2 = .5 is marginally
significant for two independent samples e.g. corpus frequencies for experiment
1a and 1b (n1 = n2 = 460 observations, two tailed test, t = 1.9; but already with
e.g. r1 = .45 and r2 = .55, t = 2!).
Using equation 4.2, for dependent samples e.g. two corpus frequencies for
n = 460 reaction times in one experiment (two tailed test): r xy = .4 and r xz = .5
and ryz = .8, t = 3.9.

36

Comparing word frequencies from different German text corpora

Table 4.2: Task effects: Corpus frequencies with reciprocal reaction times and correctness (R with linear and quadratic component)

Exp.
1a
1b
LDT
1c
2

dlexDB
all news non-fiction science
.54 .51†
.53†
.49†
†
†
.53 .57
.51
.46†
†
†
.61 .50
.59
.54†
.62 .59†
.62†
.51†

1a
.36
1b
.40†
LDA
1c
.36†
2
.55†

.38
.40
.37
.47†

.34†
.36†
.33†
.55†

.32†
.38†
.33†
.40†

fiction
.53†
.53†
.59†
.60†
.35†
.36†
.29†
.47†

BZ subtitles Bild web
.54
.59
.56 .58
.54
.56
.57 .58†
.63
.66
.66 .67
.62† .66
.62 .68
.34†
.41†
.43†
.58

.36†
.42†
.40†
.59†

.36†
.41†
.44†
.60†

.39†
.49†
.47†
.63†

†...

In addition to the linear component, the quadratic component of the
linear regression is significant.
LDT . . . lexical decision time
LDA . . . lexical decision accuracy

is equally high. In contrast to reaction times, most quadratic
components are significant. The registers of dlexDB do not reach
the impact of the entire dlexDB frequencies. The levels of accuracy
predicted by subtitles are similar to those of both newspapers. This
time, web-based frequencies outperform all other frequencies.
Emotionality of a corpus
We compare the usage of the 2902 words in the revised Berlin
Affective Word List (BAWL-R; Võ et al., 2009) to detect differences in emotional quality between corpora. BAWL-R contains,
amongst others subjective ratings from 200 psychology students for
arousal (5-point scale) and emotional valence (7-point scale). The
correlation between dlexDB and subtitle frequencies for the words
contained in BAWL-R is r = .77 which is close to the correlation
r = .74 between subtitles and dlexDB for the unique words in the
experiments 1-4. We categorize the BAWL-R into three equally
sized valence and arousal groups respectively. Some of the words
in BAWL-R with the lowest arousals are sleep, silent, and rest. Ex37
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Table 4.3: Emotions in corpora: Mean frequencies dependent on valence and arousal
for 2902 words in BAWL-R

Valence
Negative
Neutral
Positive
Arousal
Negative
Neutral
Positive
Overall

dlexDB

subtitles

Bild

1.32 (1.7)
2.08 (1.7)
2.20 (1.8)

1.09 (2.0)
1.56 (1.9)
1.99 (2.0)

1.09 (2.0)
1.78 (1.9)
2.23 (1.8)

2.03 (1.8)
1.96 (1.9)
1.60 (1.7)
1.87 (1.8)

1.51 (2.1)
1.56 (2.0)
1.57 (1.9)
1.55 (2.0)

1.75 (2.0)
1.75 (2.0)
1.59 (1.9)
1.70 (2.0)

amples for words with the highest arousals are war, panic, and
massacre, but also eroticism and birth. The correlation of r = −.48
between valence and arousal is mainly due to high arousal of
negative words.
Overall, words from BAWL-R are higher frequent in dlexDB than
any other corpus (Table 4.3; e.g., dlexDB vs Bild: t = 7.32, d f =
2901). Most words in all corpora are positive whereas negative
words appear least. Only in dlexDB neutral words are as frequent
as positive words (t = 1.5, d f = 2926). Frequencies of low and
medium arousal words do not differ in any corpus. In dlexDB low
and medium arousal words are more frequent than high arousal
words (e.g., medium vs high: dlexDB t = 4.46, d f = 1903). This
difference is not significant in subtitles and Bild (e.g., Bild: medium
vs high: t = 1.69, d f = 1924).
Words with the highest residuals in a regression model reveal
emotional words typical for dlexDB and the web. The residual
scores indicate overestimated or underestimated words when predicting one frequency measure on the basis of the other. We do
this for BAWL-R split by emotional valence for dlexDB, subtitles,
and Bild. We expect to find fewer neutral words in subtitles and
Bild, that is overestimations by dlexDB.
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Negative, high arousal words typical for subtitles are (shock, killer,
homicide, tumor). Typical positive words are often short, concrete
words (sex, safe, walnut, pizzeria, puppy, job). This is also the case for
neutral words (vampire, pirat, poker, shark). Typical negative words
in dlexDB are terms from politics and economy (political party,
industry, negation). Neutral words in dlexDB are often abstract,
for example words ending in “ung”, a verb-noun transformation
(“Herstellung” engl. designing, “Stimulierung” engl. stimulation).
Some words in dlexDB are clearly outdated (“Unlust” for reluctance).
The only noteworthy difference between subtitles and Bild are for
negative words. Typical for subtitles are words referring to persons
and themes as one would expect in thrillers (abnormity, scoundrel,
idiot), while many negative words refer to politics and sports in
Bild (per mill, coalition, chancellor, relegation, strain).
Validity: Effects of emotionality
Knowing something about the emotionality of a corpus does not
clarify the question whether the validity rises accordingly. To
examine this, we calculate mean reaction times and accuracies
for 360 words across all four experiments and assign emotional
valence from the revised Berlin Affective Word List (BAWL-R; Võ
et al., 2009). We compare the validities of frequencies with linear
regressions (linear and quadratic component) separately for 130
positive, negative, and neutral words respectively.
Table 4.4 shows the results for dlexDB, subtitles, and Bild. All corpora predict negative words best and positive words are predicted
worst. The inferior performance for dlexDB across experiments
(Table 4.2) stems from positive words (regarding reaction time) and
negative words (regarding accuracy).

Discussion
The similarities in performance of subtitles and Bild challenge previous assumptions that subtitles outperform other corpora because
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Table 4.4: Corpus frequencies with reciprocal reaction times and correctness split
by valence or arousal: R with linear and quadratic component (mean
reaction time and mean accuracy across all 4 experiments = 390 words
with emotional values from BAWL-R)

Valence
Negative
Neutral
Positive
Negative
Neutral
Positive

RT

Accuracy

dlexDB
0.65
0.51
0.42
0.49
0.45
0.36

subtitles
0.68
0.55
0.53
0.60 (0.52)
0.50 (0.47)
0.36

Bild
0.68
0.59 (0.55)
0.52
0.66 (0.55)
0.54 (0.51)
0.33

they depict spoken language. Brysbaert et al. (2011) presume, language representation to be based on everyday conversations. We
suspected pivotal for most peoples’ language representation and
processing is also the respective emotional quality. We assumed
that subtitles and the Bild newspaper closely fit this assumption,
manifest in short sentences with highly emotional content as a
print of everyday conversations.
Contrary to our expectations, Bild has the highest type-token
ratio for samples larger than 40 million as a result of more different
nouns compared to dlexDB. Overall, subtitles have a far higher
tendency of words being repeated (low type-token ratio), less words
appearing only once, and shorter words. Note that we controlled
for spelling especially reducing dlexDB.
Despite normalization, frequencies in dlexDB are higher for the
words in BAWL-R. In all three copora, positive words appear most
frequent, negative least. Our speculation that Bild is similar to
subtitles in the use of emotional words is verified at least partly.
We do not find the expected higher usage of emotional words in
Bild or subtitles, but there are more neutral as well as low and
medium arousal words in dlexDB than in subtitles or Bild. Words
in subtitles refer to specific, often arousing themes while dlexDB
includes more abstract words with sometimes archaic terminology.
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In contrast to subtitles, the Bild newspaper includes terms referring
to incidents in politics as well as sports. Words typically used in
spoken speech as they appear in subtitles are underrepresented in
dlexDB, and Bild.
Regarding the validity of five corproa with lexical decision times
and accuracy levels showed a stronger influence for task difficulty
than corpus. A difficult task (low frequency words in combination
with difficult pseudowords, experiment 1c and 2) leads to longer
reaction times boosting correlations with frequencies. We do not
find the clear-cut outperforming of subtitles advocated by Brysbaert
et al. (2011). Bild frequencies perform as well as subtitles, both
correlate higher with reaction times than dlexDB. The frequencies
based on the registers of dlexDB show that scientific articles do not
contribute to the entire corpus performance. We do not find any
superiority for document frequencies as suggested by Adelman
et al. (2006) and no advantage for case-insensitive frequencies
(Brysbaert et al., 2011).
The stronger influence of subtitle and Bild frequencies compared
to dlexDB is at least partly attributable to a word’s emotionality.
Generally, negative words are predicted best by frequency, while
correlations with frequency are lowest for positive words. The
partly better performance of subtitles and Bild compared to dlexDB
for positive and negative words supports the notion that it is not
frequency, but emotionality in a corpus that is important. The
poor predictions for positive words could be a consequence of their
higher frequencies compared to negative words.
It is remarkable that, despite their distinct lower type-token ratio,
subtitles with 30 million token are as good as larger corpora in
accounting for frequency effects in lexical decision experiments.
This fits the conclusion in Brysbaert and New (2009) that a corpus
of 30 million token is sufficient. While Brysbaert et al. (2011) see the
high validity of subtitles in the simplicity of spoken language, we
show that this effect is independent from lexical diversity. Rather
the uniqueness of both corpora lies in their emotional language
(Mittelberg, 1967).
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Outlook

We are well aware that what we refer to as validity is obviously
very limited. The usage and provision of lexical decision data for
validation (e.g, Balota et al., 2007) has at least three constraints
that should be kept in mind. First, all data stem from single word
lexical decision or naming tasks. This may be a shortcoming in
the future, since the unique contribution of single word frequency,
when other lexical properties are partialled out, is only around 4 %
(Baayen, 2010).
Second, the overrepresentation of archaic terms and the low validity of the science register in dlexDB necessitates rethinking of the
data base. For dlexDB this questions the inclusion of documents
before e.g. 1950 or scientific documents. In contrast, the underrepresentation of words typically used in spoken speech in dlexDB
compared to subtitles suggest the inclusion of such transcribed
spoken speech into other corpora. The consequences of corpus
cleaning via spell-checks calls for some closer investigation of how
this influences other statistical measures.
Third, researchers have to acknowledge that experimental data
stem mainly from undergraduate linguistic or psychology students
making a corpus at most representative of their linguistic abilities.
What we then consider as a universally representative corpus will
in some way only be representative of a specific group of people.
Word difficulty, manifest in its frequency, is different according
to a person’s age, language experience, and social background.
In the future, frequencies can possibly be adjusted to catch these
individual differences. One aim is possibly to compile corpora
dependent on an individual’s language abilities. Our results suggest that Yellow Press language and possibly the web seem to be a
promising complement to subtitles.
Contact: Julian Heister <heister@uni-potsdam.de>
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Corpus-based evidence for
approximating semantic
transparency of complex verbs
Heike Zinsmeister, Eva Smolka∗
Morphologically complex words possess meanings that range from
completely transparent (i. e. similar) to completely opaque (i. e.
dissimilar) with respect to the meaning of their base word. German
prefix and particle verbs are very productive and frequently used
in standard German and are thus a particularly useful means by
which to study the effects of relatedness of meaning to the base
verb. For example, the particle verbs auffinden (‘find, locate’) and
abfinden (‘compensate, accept’) are morphologically derived from
the base finden (‘find’). They thus both share their form with finden
(‘find’) though only auffinden (‘find, locate’) shares also its meaning.
The linguistic literature (Eisenberg, 2004; Fleischer & Barz, 1992;
Olsen, 1996) distinguishes between prefix and particle verbs in
that verbal prefixes are inseparable from the base in finite forms
(Sie befindet sich in X, ‘she resides in X’) whereas particles are free
morphemes and separated from the verb stem in finite forms (Sie
findet sich mit X ab, ‘she accepts X’). Besides these morphosyntactic
differences, both types of verb derivations may vary with respect
to the semantic similarity to the base.
Semantic similarity information is not yet part of lexical
databases like CELEX5 (Baayen, Piepenbrock, & Gulikers, 1995)
or dlexDB6 (Heister et al., 2011). In the following, we argue that
∗ Universität

Konstanz

http://celex.mpi.nl/.
6 dlexDB: http://www.dlexdb.de/.

5 WebCelex:
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psycholinguistic experiments would extremely profit from lexical
databases that provide information on the semantic similarity between words. First, we present a showcase example of manual
data collection for experiments on the lexical representation of
complex verbs in German (cf. Smolka, Komlósi, & Rösler, 2009;
Smolka, Preller, & Eulitz, 2011). Second, we outline a pilot study
that extracts semantic similarity between complex verbs and their
base verbs from a corpus.
The behavioral experiments in German question the hypothesis based on findings in English (cf. Feldman, Barac-Cikoja, &
Kostić, 2002; Marslen-Wilson, Tyler, Waksler, & Older, 1994; Rastle,
Davis, Marslen-Wilson, & Tyler, 2000) that meaning compositionality determines the lexical representation of complex words. That
is, if complex words are semantically transparent, they are lexically represented via their base, otherwise they are assumed to
be represented as whole words. In contrast to the findings in
English, though, several experiments have shown that German
complex verbs are represented via their base regardless of meaning compositionality. That is, both semantically transparent and
opaque complex verbs produced equivalent priming effects. The
base binden (‘bind’) was primed to the same extent by transparent
verbs like zubinden (‘bind together’) as it was by opaque verbs like
entbinden (‘deliver’). Moreover, the priming by morphologically derived verbs was significantly stronger than that by purely meaning
related verbs like zuschnüren (‘bind together’).
These findings indicate that the lexical representation of complex
words in German refers to the base regardless of meaning. Lexical
representation in German thus differs from that in other IndoEuropean languages.
Providing valid evidence requires to strictly control the stimulus
materials for usage-based variables like lemma frequencies on the
one hand and the assessment of semantic similarity on the other
hand. While many distributional variables are provided by lexical
databases, meaning similarity needs to be assessed by laborious
means: For each experiment (cf. Smolka et al., 2009, 2011), the
46

Approximating semantic transparency of complex verbs
collection of the stimuli started out by choosing between 66 to 80
from the roughly 1400 monomorphemic German verbs in CELEX,
and by manually listing the possible prefixed derivations for each
of them and ascertaining whether they convey a similar meaning
as the base verb. The latter decision was operationalised according
to Hay’s (2001) proposition that complex words are semantically
transparent, if the base is used in a lexical paraphrase of the complex verb. In addition, semantic association tests were conducted to
establish the meaning relatedness between primes and targets for
all prime conditions. For each of the candidate words, two semantically transparent derivations, two semantically opaque derivations,
and various control words were distributed across lists. In total,
up to 640 prime-target pairs were tested, and between 80 and 120
participants who did not participate in the experiments proper
rated the meaning relatedness between the verbs of each pair on
a 7-point scale from completely unrelated (1) to highly related (7).
According to different thresholds for the different prime conditions (e.g., mean ratings > 4 for semantically related conditions),
base verbs and their primes were included in the critical set. One
finding was that these judgments often diverted from the transparency definitions based on the lexicon paraphrases, so that often
more than one association test needed to be conducted. All in all,
the creation of the stimulus materials is extremely laborious and
the overall duration of the stimulus preparation takes about 2-3
months. Supporting lexical databases with corpus-based similarity
information is thus extremely warranted.
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In computational linguistics, semantic similarity is often determined by distributional similarity7 : two words are semantically
similar, if they occur in similar contexts, that is, if they co-occur
with a similar set of words (e.g., Landauer & Dumais, 1997) or
have similar selectional preferences (e.g., Erk & Pado, 2010). Earlier
distribution-based work on verb compositionality include Baldwin,
Bannard, Tanaka, and Widdows (2003) and McCarthy, Keller, and
Carroll (2003) on English8 and Schulte im Walde (2005) on German.
Kühner and Schulte im Walde (2010) studied the transparency
of German particle verbs with respect to their base verbs. They
presented two soft-clustering algorithms on the basis of selectional
preferences and evaluated the resulting clusters against a gold
standard of human association judgments. They obtained best
correlations between clustering and human association scores with
clustering that was based on argument fillers like subject fillers
(higher correlation but lower coverage) and prepositional object
fillers (lower correlation but better coverage). Object fillers proved
to be less useful than the subject fillers, which was explained by
the fact that German complex verbs often differ in their subcategorization frames from that of the base verbs.
(5.1) Sie lächelte vielsagend.
‘She smiled tellingly’
(5.2) *Sie lächelte [ NPacc ihre Mutter] vielsagend.
‘She smiled her mother tellingly.’
7 See

Baroni and Lenci (2010) for a recent survey on the state-of-the-art of
distributional semantics. They also introduce Distributional Memory DM,
http://clic.cimec.unitn.it/dm/, a resource that models English as a set
of weighted word-link-word tuples arranged into a multi-dimensional data structure, whereby link is substituted by ‘syntagmatic links’, for example, a verb that
links two nouns. DM was trained on 2.83 billion tokens pos-tagged and dependency parsed text. It is thus a general, task-independent resource, which may
serve as a basis for further computing of similarity scores – as would be needed
for psycholinguistic databases. A similar but smaller resource for German is
provided by the DWDS Wortprofile ‘word profiles’, (cf. Geyken, Didakowski, &
Siebert, 2009).
8 Wulff (2010) presents a recent study on the compositionality of English V NPidioms.
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(5.3) Sie lächelte [ NPacc ihre Mutter] vielsagend an.
‘She smiled at her mother tellingly.’
The Examples (5.1)-(5.3) (modified from Kühner & Schulte im
Walde, 2010) show that lächeln (‘smile’) is an intransitive verb,
whereas the derived particle verb anlächeln (‘smile at’) is transitive
and subcategorizes for an accusative object. The object filler Mutter
‘mother’ of anlächeln would, therefore, not model the meaning similarity between the two verbs. Different from the subcategorization,
both verbs can be modified by the adverb vielsagend (‘tellingly’).
In the present study, we explore whether modifiers of the verb
can be used to adequately model the semantic transparency of
complex verbs. This was motivated by the fact that the semantics
of a predicate strongly determines the range of its modifiers, since
the modifiers relate to temporal, spatial or other properties of
the verbs. We thus expected that complex verbs co-occur with a
set of modifiers that is similar to that of their base verb, if they
are semantically transparent. In contrast, the set of modifiers will
differ from that of the base, if the complex verb possesses a different
meaning than its base.
In a first pilot study, we investigated the distributional behavior
of 45 base verbs and their derivatives that have been previously
used in the association tests and priming experiments of Smolka et
al. (2009). The distributional data are extracted from a parsed subcorpus (about 60 million tokens) of the SDeWaC corpus (cf. Faaß,
Heid, & Schmid, 2010, based on the DeWaC web corpus Baroni,
Bernardini, Ferraresi, & Zanchetta., 2009). After parsing the corpus
by a dependency parser (Bohnet, 2010), we collected frequencies
of verb lemmas and how often they co-occurred with individual
fillers of the dependents’ heads. The verb lemma frequencies sum
the frequencies of a verb in all its inflectional forms, non-finite and
finite, the latter including occurrences of the verbs with stranded
separated particles. Complex verbs contribute their own lemma
and do not add to the frequency of the lemma of their base verb. In
the sentence Ihre Nation sieht Tiere als Freunde an, see Table 5.1, the
particle verb ansehen (‘consider’) is separated into the finite verb
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sieht and the particle an, which is related to its head sieht by means
of the dependency relation SVP (‘separated verb particle’). Nation
is the head of the subject (SB), Tiere the head of the direct object
(OA), and the preposition als the head of the modifier (MO).9 The
part-of-speech tags in the column ‘pos’ belong to the STTS tagset
for part of speech tagging (cf. Schiller, Teufel, Stöckert, & Thielen,
1999).

Table 5.1: Dependency analysis of Ihre Nation sieht Tiere als Freunde an (‘Their nation
considers animals as friends’). Particle verb: ansehen (‘consider’)
ID
1
2
3
4
5
6
7

word
Ihre
Nation
sieht
Tiere
als
Freunde
an

gloss
‘their’
‘nation’
‘considers’
‘animals’
‘as’
‘friends’
AN

lemma
ihr
Nation
sehen
Tier
als
Freund
an

pos
PPOSAT
NN
VVFIN
NN
APPR
NN
PTKVZ

regent
2
3
0
3
3
5
3

rel
NK
SB
ROOT
OA
MO
NK
SVP

The parser was reported to achieve 88.06 % labeled attachment
score for German, outperforming the best systems of a previous
shared task in dependency parsing (cf. Bohnet, 2010). To judge the
reliability of our corpus, we performed two small-scale evaluations,
first, regarding verbal dependents in general and, second, regarding
separated particle verbs in particular.
With regard to the analysis of verbal dependents, the 30 test
sentences had an average length of 30.9 words without punctuation
(min: 16 words, max: 39 words). The evaluation was restricted to
the relations that are exploited in the present study: SB, OA, and
MO–the latter with a further specification for certain heads like
preposition (APPR), adjective (ADJD) or adverb (ADV). Table 5.2
summarizes the evaluations of the verbal dependents as well as
9 More

precisely, als Freunde is a verbal argument that predicates over the direct
object. However, the parser was trained on the TIGER treebank, which provides
a modifier analysis in cases like this (cf. Albert et al., 2003, p. 86).
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those for all dependents together (depall ). ‘Gold freq’ lists the
actual frequencies in the test corpus.

Table 5.2: Labeled attachment scores based on 30 test sentences
Relation

gold freq

depall
SB
OA
MO
MO APPR
MO ADJD
MO ADV

205
65
35
105
50
12
35

precision

recall

f-score

0.83
0.86
0.77
0.83
0.83
0.92
0.81

0.96
0.94
0.86
1
1
1
1

0.89
0.90
0.82
0.91
0.91
0.96
0.90

For the evaluation of separated particle verbs, we compiled a
small test corpus of 165 separated occurrences of six different
particle verbs (with test sets of 30–or 15–occurrences of each verb).
The verbs for this task covered different lemma frequencies and
different proportions of separated vs. non-separated occurrences,
see Table 5.3. The parser achieved an average precision of 97.58 %
in identifying the particle verbs that occurred in the form of finite
verb plus separated particle.

Table 5.3: Sample precision scores for the parsing of separated particle verbs
Verb
ansehen
(‘consider, look at’)
aufrufen
(‘access, call up’)
vormachen
(‘demonstrate, fool’)
zurückbleiben
(‘stay behind’)
zusammenkneifen
(‘squint, punch’)
zuziehen
(‘contract, consult’)

lemma freq

separated

test set

precision

7313

0.20

30

0.97

2275

0.46

30

1

280

0.28

30

0.90

709

0.67

30

1

19

0.79

15

1

392

0.54

30

1
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We concluded from these evaluations that (i) immediate dependents of a verb are identified correctly in most cases (cf. the high
recall scores in Table 5.2), even though (ii) the parser tends to link
additional items to the verbs (cf. the lower precision scores), which
may blur the context sets for defining semantic similarity. Most
importantly, most of the particle verbs that occurred as finite verb
and separated particle had been identified in a reliable way. The
last finding is encouraging, since it indicates that all inflectional
forms of particle verbs, both separated and continuous strings, can
be used to extract context evidence.
The parsed corpus suggested that roughly one third of the text
occurrences of each particle verb is of the form finite verb plus
separated particle.10 Excluding these types would weaken the
empirical basis for the investigation of particle verbs in comparison
to other verb types.
For the present study we thus used all data, including those of
separated particle verbs. We created context vectors for 279 verbs,
which comprised 45 base verbs and about five additional verbs per
base verb-derived and non-derived, semantically related and nonrelated. The context vectors saved the co-occurrence frequencies of
the fillers of the dependents’ heads, namely, of subjects (SB), direct
objects (OA), adjectival modifiers (MO ADJD ), adverbial modifiers
(MO ADV ), and prepositional modifiers (MO APPR ). A context vector
for the example in Table 5.1 is sketched in Example (5.4). With each
subsequent occurrence of the verb the frequencies of co-occurring
fillers are increased and additional fillers are added, such as, fillers
of adjectival or adverbial modifiers that are not provided in the
example sentence.
(5.4) ansehen SB: Nation 1 OA: Tiere 1 MO ADJD :
MO APPR : als 1

MO ADV :

The verbs were instantiated by probability distributions over their
dependents. Following Schulte im Walde (2005), we computed the
10 The mean proportion of separated occurrences calculated for 73 particle verbs with

a lemma frequency larger than 20 was 31 % (1st Quartile=0.21, 3rd Quartile=0.41,
Maximum=0.67).
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distance d between two verbs v1 and v2 with a smoothed variant
of the Kullback-Leibler divergence D (cf. Equation 5.5), by skew
divergence D s (Lee, 2001, cf. Equation 5.6). Skew divergence D s the
distance between the probability distribution p of verb v1 (in our
case the base verbs) for co-occurring with its dependents’ fillers i
to the probability distribution q of verb v2 (in our case the derived
verbs) for co-occurring with all of the dependents’ fillers i of verb
v1 . Skew divergence smoothes for zero probabilities of qi , if verb
v2 never co-occurred with a certain dependent filler of verb v1 by
replacing a fraction of qi with a fraction of the probability mass of
pi .
p

(5.5) d(v1 , v2 ) = D ( p||q) = ∑i pi ∗ log q i
i
(5.6) d(v1 , v2 ) = D ( p||w ∗ q + (1 − w) ∗ p)
The lower the skew divergence score D s , the smaller the distributional distance between the two verbs. Hence, only if the two
verbs occurred with identical dependents throughout the corpus,
the score will arrive at zero. Put it differently, the lower the skew
divergence score the greater the distributional similarity between
the two verbs.
Table 5.4 provides an example for the comparison of skew divergence scores and human association scores: the scores for the
base verb bleiben (‘stay’), three derived verbs (zurückbleiben ‘stay
behind’, aufbleiben ‘stay up’, unterbleiben ‘stop’) and two other verbs
(bestehen ‘persist’, senken ‘cut, reduce’). The second column type
indicates whether the verbs are semantically related (+S) or form
related (+F) with the base bleiben. The third column lists the lemma
frequencies of the corpus. The column H provides the medians of
the human association scores and R H the corresponding similarity
s
ranking of the verbs.11 Ddep_all
provides the skew divergence scores
calculated on the basis of the set of all dependents and Rdep_all the
corresponding ranking. Finally, for reasons of comparison, the last
two columns show the skew divergence scores D sMO calculated on
the set of modifiers only and its corresponding ranking R MO .
11 Identical

scores are assigned the same normalized rank.
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Table 5.4: Comparison of distributional similarity and human association measures
Verb

type

bleiben
(‘stay’)
zurückbleiben +S+F
(‘stay behind’)
bestehen
+S-F
(‘persist’)
aufbleiben
?S+F
(‘stay up’)
unterbleiben
-S+F
(‘stop’)
senken
-S-F
(‘cut, reduce’)

s
Ddep_all

Rdep_all

D sMO

R MO

1st

1.27

2nd

0.32

1st

5

2nd

1.19

1st

0.41

2nd

14

3.5

3rd

3.12

5th

1.56

5th

300

1

4.5th

2.11

4th

0.81

4th

2140

1

4.5th

1.76

3rd

0.63

3rd

H

RH

706

5.5

21313

freq
36590

The human association scores H in Table 5.4 cluster the verbs into
three groups: the semantically related ones (scores ≥ 5), the unrelated ones (score = 1) and the intermediate one (score = 3.5). These
clusters are also reflected in the corpus-based rankings Rdep_all and
R MO : the semantically related verbs rank on 1st and 2nd rank and
the unrelated ones on 3rd and 4th , while the verb aufbleiben (‘stay
up’) is not well classified by the corpus-based scores probably due
to its sparseness in the corpus (frequency = 14).
The distribution-based distances were then compared with the
human association scores using the Spearman rank-order correlation coefficient (Siegel & Castellan, 1988; cf. McCarthy et al., 2003
and Kühner & Schulte im Walde, 2010). We expected a negative
correlation due to the inverted scales of divergence scores and
human association scores. We compared the scores of all 236 verb
pairs (derived from the 45 base verbs). As provided in Table 5.5,
the best correlation was achieved when the divergence scores were
s
calculated on the basis of all dependents Ddep_all
(one-sided Spearman’s rank correlation test: ρ = -0.22, S = 2634507, p < 0.001). Even
though the correlation is significant it is rather low. Therefore we
looked into the data in more detail.
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Table 5.5: Correlation ρ between skew divergence scores D s and human association
scores
D s type
s
Ddep_all
s
DSB
s
DOA
D sMO
D sMO_APPR
D sMO_ADV
D sMO_ADJD

ρ
-0.22
-0.13
-0.09
-0.18
-0.16
-0.09
-0.10

p-value
p<
p<
n.s.
p<
p<
n.s.
n.s.

0.001
0.05
0.01
0.05

Comparing subsets of the verb pairs (i.e., verb pairs vhigh with
high human scores H of 6 or 7 versus verb pairs vlow with low
human scores H of 1 or 1.5) showed that the divergence scores
s
Ddep_all
of verb pairs vhigh have a significantly higher distributional
s
similarity Ddep_all
than pairs of the group vlow (according to the
one-sided Wilcoxon rank sum test with continuity correction, W =
141930, p < 0.05).12 This indicates that the two measures, H versus
D s , cluster the data in a similar way, at least with regard to the
extreme ends of the scales.
Furthermore, we tested the correlation between H and D s with
respect to the scores of individual base verbs. 13 out of the 45 base
verbs (29 %) showed at least one significant variant of the skew
divergence score D s . The correlation coefficient rho was relatively
high (ranging between -0.74 and -0.94, p < 0.05), indicating high
correlation. However, there was no clear pattern with respect to
the different types of fillers.
One explanation for the low overall correlation between D s and
H may be that the data for calculating the corpus-based evidence
are too sparse. In this pilot study, the calculations have been based
on the lemmas of the dependents’ heads. It is possible that better
results would be achieved, if lemmas were generalized to more
12 We

used this non-parametric test since the data were not normally distributed.
An alternative approach would have been to test the log-transformed values as
suggested by Gemma Boleda p.c.
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abstract lexical concepts. Furthermore, more specific sets of the
modifier relation (MO) and its subclasses may model the verbs
in a more meaningful way. At last, future studies will need to
address the problem of polysemy of the verbs both in corpus-based
evidence and human association scores.
To summarize, using dependency parses allows us to exploit
verbs with separated verb particles. This enlarges the empirical basis and boosts the frequency counts for verbs and their dependents
that are lost in other approaches.
Our results suggest that the meaning similarity between verbs
can be well modeled by the distributional similarity based on
modifiers in addition to that of arguments.
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The BAWL databases in research on
emotional word processing
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Introduction
Language and emotion are discussed to be closely related. Subcortical networks that support emotional processing also contribute to
music and prosody, which in turn are the probable evolutionary
basis for spoken language (Panksepp, 2008). Thus, it is suggested
in the language-as-context hypothesis that language evolved to
reduce uncertainty in the perception of emotional stimuli (Feldman
Barrett, Lindquist & Gendron, 2007). At an experimental level, the
interaction of both is well documented, for example in spoken (e.g.,
Buchanan et al., 2000) and in written language (e.g., Briesemeister
et al., 2011; Hofmann et al., 2009). Given such a close relationship,
we consider lexical (word) stimuli to be an excellent candidate for
the investigation of different models of affective space.
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A two-dimensional affective space:
Valence and arousal effects in word
processing
A fundamental model in emotion research describes the affective
space by two dimensions: Emotional valence, indicating the hedonic value (positive vs. negative), and arousal, indicating the
emotional intensity (from low to high; e.g., Bradley & Lang, 2000;
Russell, 2003). For German words, we developed the Berlin Affective Word List (BAWL), a database containing 2,911 words and their
rated norms for valence, arousal, and imageability (as a measure
of a words’ concreteness, Võ et al., 2006; BAWL-R: Võ et al., 2009).
Additionally, the BAWL-R provides the following CELEX-based
word features: length, frequency, number of syllables (NoS), number of phonemes (NoP), number (N) and frequency of orthographic
neighbors, number and frequency of higher frequency orthographic
neighbors, and mean bigram frequency (Baayen, Piepenbrock &
Gulikers, 1995).
Based on the BAWL-R norms and controlling for other variables
known to affect word recognition, Hofmann et al. (2009) showed
that both affective dimensions modulate performance in the lexical
decision task (LTD). High-arousing negative and positive words
accelerated lexical decisions, as compared to low-arousal negative
and neutral words. The facilitatory effects of positive and higharousal negative words were also visible 100ms following word
onset in the event-related potentials, suggesting fast and automatic
processing of emotional stimuli (Pratto & John, 1991).

Higher dimensional affective space: a role
of discrete emotions in word processing?
The two-dimensional affective space model is often contrasted with
models assuming a limited number of discrete emotions (Ekman,
1992, for a direct comparison of both models, see Reisenzein, 1994).
Although there is an ongoing debate on how many discrete emo62
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tions actually exist, at least five – happiness, anger, fear, disgust
and sadness – are established.
The English Lexicon Project (ELP, Balota et al., 2007) provides
a possibility to investigate the discrete emotion approach in word
recognition, containing normative LDT response times (RT) and
naming data for more than 40,000 English words. Combining the
ELP with an English discrete emotion norm database (Stevenson et
al., 2007) allows for a first examination of discrete emotion effects
in word recognition. Computing a multiple regression backward
elimination procedure to select the best predicting variables for
lexical decision and naming performance reveals that three out of
five discrete emotion variables significantly explain variance in RTs
in both tasks (see Table 6.1). A negative beta value indicates that
disgust slows down RTs, while happiness significantly accelerates
RTs in both tasks. In addition to that, task specific facilitatory
effects for fear (LDT) and sadness (naming) were discovered.
Given these results it is obvious that the discrete emotion model
significantly explains human word recognition data. Disgust and
happiness seem to mirror the effects of low-arousing negative
and positive words in Hofmann et al. (2009), but this prediction
needs further investigations. How can this be compared to the
predictions of the two-dimensional affective space model? To be
able to further investigate these questions, we collected German
discrete emotion norms for 1,958 nouns from BAWL-R, forming
the Discrete Emotion Norms for Nouns – Berlin Affective Word
List (DENN-BAWL, Briesemeister et al., 2011).

A direct comparison of the affective space
models
The combination of the valence and arousal scores from BAWL-R
and discrete emotion norms from DENN-BAWL allows for a direct
comparison of both models in a LDT. We selected a stimulus set
that comprises five discrete emotion conditions (for details, see
Briesemeister et al., 2011): High and low happiness words as well
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Table 6.1: Backward regression procedure on lexical decision and naming response
times
Mean lexical decision RT
Action
Var
Beta
remove
anger
-0.004
remove
orthoN
-0.007
remove
bigram
-0.005
remove
sad
-0.021
model
hap*
-0.086
model
fear*
-0.077
model
disgut*
0.086
model
length*
0.222
model
freq*
-0.475
model
phonoN
0.051
model
phon
0.091
model
syll*
0.113

t-value
-0.100
-0.168
-0.226
-0.559
-2.812
-2.526
2.851
4.798
-18.918
1.728
1.822
3.056

p-value
0.920
0.867
0.821
0.576
0.005
0.012
0.004
<0.001
<0.001
0.084
0.069
0.002

Mean naming RT
Action
Var
remove
orthoN
remove
phonoN
remove
fear
remove
anger
remove
syll
model
hap*
model
sad*
model
disgust*
model
length*
model
freq*
model
bigram*
model
phon*

t-value
-0.535
0.483
0.785
-0.748
-0.957
-2.118
-2.329
2.543
3.858
-11.757
2.371
4.258

p-value
0.593
0.629
0.432
0.455
0.339
0.034
0.020
0.011
<0.001
<0.001
0.018
<0.001

Beta
-0.024
0.016
0.035
-0.035
-0.040
-0.072
-0.077
0.085
0.196
-0.330
0.059
0.213

Note: orthoN = number of orthographic neighbors; phonoN = number of phonological neighbors; freq = log HAL frequency; phon = number of phonemes; * =
significant variable (p<0.05)

as high and low fear-related words were carefully controlled for
valence and arousal, and an additional set of low-arousing neutral
words were selected as a baseline condition. Given the appropriateness of the two dimensional model of affective space, no differences
between the processing of high and low happiness, or high and
low fear-related words should be observed. This is not the case!
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Instead, the results of the regression analysis were replicated: Highhappiness and high fear-related words facilitate lexical decisions
(Briesemeister et al., 2011), thus providing evidence for a higher
dimensionality of affective space.
Contact:
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Experimental and quantitative research in the ﬁeld of human language processing and production strongly depends on the quality
of the underlying language material: beside its size, representativeness, variety and balance have been discussed as important factors
which inﬂuence design, analysis and interpretation of experiments
and their results. This volume brings together creators and users
of both general purpose and specialized lexical resources which
are used in psychology, psycholinguistics, neurolinguistics and
cognitive research. It aims to be a forum to report experiences and
results, review problems and discuss perspectives of any linguistic
data used in the ﬁeld.
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